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This submission draws on evidence and professional testimony from two multidisciplinary
events held in March 2026 to provide a commentary on the topic of changing professional
identities in the AI age for the National Commission into the Regulation of AI in
Healthcare, and recommendations for review. 

The first was a panel discussion convened at King's College London (KCL) on 20 March
2026 under the title "Professional Identities in the AI Age," bringing together a panel of
clinical practitioners with industry experience, academic researchers, an AI fellow and
radiology trainee embedded in NHS deployment, a former president of the Royal College
of Radiologists (RCR), and a behavioural scientist specialising in human-AI interaction. The
event was attended by 30 guests with background in engineering, computer science,
mathematics, social sciences and different subspecialties within medicine (including
endocrinology, neurology, anaesthetics).
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Background

Chair & Panellists: Dr Susan Shelmerdine, Dr Christina Malamateniou, Dr Katharine
Halliday, Dr Jacqueline Matthews, Dr Girija Agarwal, Dr Fendi Tsim

The second event was a formal debate held at the Royal Society of Medicine (RSM) under
the motion "This house believes that AI will radically change the role of a doctor,"
featuring speakers from general practice, radiology, cardiovascular medicine, and surgery,
with contributions from a 100+ strong audience of clinicians, medical educators,
technologists, and patient advocates.

Chair & Panellists: Professor Simon Wessely, Dr Annabelle Painter, Professor Paul
Leeson, Professor Shafi Ahmed, Professor Erika Denton.



04Executive Summary
AI regulation in healthcare has focused on product safety, algorithmic performance, and
data governance. This submission argues that an under-addressed gap exists around
workforce readiness - the capacity of healthcare professionals to use AI tools safely,
critically, and sustainably over time, and to navigate the changing expectations of
patients who are themselves increasingly using AI. 

The findings in this submission are not arguments against AI adoption in healthcare; they
are arguments that adoption at pace requires investment in human capital and
technological infrastructure that makes adoption safe. Without that investment, AI tools
will continue to be deployed into environments that cannot absorb them, producing poor
outcomes and professional resistance that slow adoption far more than regulation does.

Evidence from the events cited, supported by published research referenced by
contributors, indicates that:

Executive Summary

AI tools are being deployed into clinical workflows that were not designed to
accommodate them, without delivering the promise of increased efficiency, efficacy
or safety.

There is no mandated, standardised AI literacy training for regulated healthcare
professionals in the UK, leaving adoption quality dependent on local initiatives and
personal or professional interest. Whilst many initiatives do exist (e.g. Topol
fellowship, Clinical AI Fellowships), spaces are limited and time off work is not
always provided to support AI training. 

Generational and experience/expertise differences in attitudes to AI tools (AI over-
reliance vs AI aversion) may lead to divergent clinical behaviours among trainees and
senior practitioners, with implications for patient safety, clinical efficacy and
workflow efficiency.

The concept of "human in the loop" - central to current regulatory thinking - rests on
an assumption of sustained human expertise that is not actively being invested in,
maintained or monitored. Ensuring human performance enhancing “AI in the loop”
approaches are embedded and codesigned with clinical challenges, patients and
practitioners in mind might support optimal human-AI interaction partnerships.

1.

2.

3.

4.



5.

6.

7.

This submission elaborates on the seven findings above in more detail, and concludes with
seven recommendations for the Commission's consideration.

05

Executive Summary

Professional identity and morale are being shaped by negative public narratives,
shaped by constant scaremongering, and poorly designed or inadequately 
evaluated AI implementation experiences that, if unaddressed, risk undermining
recruitment and retention into healthcare professions at a time of acute workforce
shortages.

The doctor-patient relationship is already being reshaped by patients' independent
use of AI, changing the nature of clinical consultation, patient expectations,
concerns and hopes in ways that neither medical training nor current regulatory
frameworks account for.

While technology-enabled innovation is advancing at pace, patient care is the
ultimate moral compass for healthcare professionals. We need to ensure that, while
AI reshapes the way we deliver technological care, we should also cultivate our
knowledge, skills and competencies about unique and diverse patient profiles,
looking at the whole person with all their preferences, needs and capabilities and
work with them for their humanistic care. 



The panel heard evidence that the safety, efficacy and efficiency gains widely attributed
to AI in healthcare are not yet materialising in practice. The most recent Royal College of
Radiologists workforce census found that among radiologists currently using AI tools,
only 6% reported a reduction in workload [1]. The majority reported no change or an
increase. Contributors identified several reasons for this. AI tools are typically layered
onto existing workflows rather than integrated into redesigned pathways. This creates
additional steps - extra images to review, additional outputs to evaluate, more reviewers
to opine in case of lack of consensus between humans and AI or in negative results, new
alert systems to manage, often without removing any existing tasks. A parallel with the
broader digitisation of NHS services was drawn. With the shift from paper to digital
systems, in some outpatient clinics there has been half the number of patients seen by a
consultant per session because data entry and system navigation now fall onto the
clinician rather than administrative support staff.

This pattern was echoed at the Royal Society of Medicine debate. A professor of
cardiovascular medicine noted that feedback from echocardiographers offered AI-
assisted tools was not enthusiasm but resistance: "They say, 'I really don't want to, because
I still need a proportionate amount of time with my patient to make sure I do this properly.'"
The promise of efficiency gains means little, if the clinical reality is that the human work is
simply reorganised rather than reduced.

An associate professor of radiography, cited a talk where they were warned that if
healthcare in ten years consists of the same workflows with AI simply added on top, "it
would be a huge disappointment." It was argued that implementation requires behavioural
scientists and implementation scientists working alongside clinicians to redesign
pathways, not retrospectively, but prospectively, as part of the deployment process, with
continuous monitoring.

06Findings
1: AI implementation may be doing the
opposite of what AI models promise or of
what they hope to achieve
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Implication for the Commission: 

Current regulatory frameworks assess AI performance unilaterally, exploring
whether AI tools work. They do not comprehensively assess whether the clinical
environment is ready to absorb them productively. This gap means that tools which
perform well in controlled evaluation may simultaneously degrade safety, efficiency,
efficacy and staff wellbeing when deployed directly into outdated workflows.
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One panellist presented results from a European survey of 2,206 qualified radiographers
across 37 countries [2]. The survey found that the majority of respondents had basic or no
AI knowledge, had never knowingly used AI in clinical practice, and had received no formal
AI education, relying solely on industry-led workshops or personal study. Critically, the
study found a statistically significant correlation (p < 0.001) between AI education and
positive professional outlook: those with formal AI training and longer experience of
working with AI tools were significantly more likely to believe AI would improve job and
career opportunities, and that their professional roles would evolve rather than be
replaced. Those without training were more likely to exhibit low trust, low adoption, and
anxiety about deskilling and job loss. A vicious cycle was described whereby lack of
training produces lack of trust, which produces low adoption or erroneous use of AI,
resulting in poor outcomes - which in turn reinforce the fears that prevented adoption in
the first place. A study about AI errors was also cited as relevant to preparing the
workforce to evaluate AI integration in three aspects: AI algorithms, AI infrastructure and
human factors [3].

At the RSM debate, both sides of the motion converged on this point. A GP and AI
workforce lead who has worked across clinical practice, industry, academia, and NHS
England, argued that doctors will need an entirely new clinical skill set: the ability to
critically appraise AI outputs, counsel patients on the risks and limitations of specific
tools, and calibrate their confidence in AI recommendations based on knowledge of the
underlying model. Another consultant radiologist and former national clinical director,
pushed back on the framing of "new skills," arguing instead that what is needed is the 

2: There is no standardised AI literacy
requirement for healthcare professionals

Findings



 honing of existing clinical skills - assimilating large volumes of information and
determining what matters for a particular patient, but applied to a new context. 
The disagreement is instructive: whether framed as new skills or adapted skills, both 
agreed that the current training infrastructure is not delivering what is required.

Implication for the Commission: 

The absence of mandated AI literacy within continuing professional development
frameworks for regulated healthcare professionals represents a systemic risk. It
means that the quality of human oversight, upon which regulation depends upon,
varies enormously by institution, specialty, and individual initiative. This is not a gap
that voluntary uptake will close at the pace required. It needs concerted
governmental efforts, financial investment at scale and embedding mandated AI
training for novices, intermediate level professionals and AI champions/AI leaders
within the NHS.
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A consultant radiologist described an emerging pattern among radiology trainees that she
and colleagues across the UK are observing. When AI measurement tools (for example,
automated bone age or scoliosis angle calculation) become temporarily unavailable, some
trainees choose not to report the imaging rather than perform the measurement manually.
Multiple factors behind this behaviour were postulated, cautioning against a simplistic
"deskilling" explanation. These include: trainees viewing AI as an integral image
processing step without which the study is incomplete; a sense of entitlement to tools
("my workplace should provide me with what I need to do my job"); concerns about
medicolegal liability if a manual measurement misregisters something the AI might have
been (or proposed to be) better at doing; and, in some cases, a calculated guess that
waiting for the tool to come back online is more time-efficient.

A radiology trainee and Clinical AI Fellow, offered a counterpoint from within the trainee
cohort. She described a case in which she correctly overrode an AI fracture detection tool 

3: Generational and experience/
expertise differences in AI attitudes are
producing divergent clinical behaviours
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by interpreting its uncertainty markers, comparing with prior imaging, and 
integrating clinical context. However the expertise required to do this, she noted, is
precisely the kind of skill that erodes if training becomes dependent on the AI being
present.

At the RSM debate, a consultant colorectal surgeon and self-described "digital surgeon,"
framed the generational dimension differently but arrived at the same concern. He
identified three capabilities that define surgical expertise - intuition, judgement, and
knowledge - and argued that these are accumulated through years of direct clinical
experience. The question of whether those capabilities can be maintained when AI
increasingly mediates the training environment was not resolved.
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Implication for the Commission: 

These are not isolated anecdotes. They point to a structural question: if AI decision
support tools become embedded in training environments before frameworks exist to
ensure that trainees also acquire the skills to work without them, the human
oversight that regulation assumes will be present may not, in fact, be there. This has
direct patient safety implications and should inform both medical education
standards and post-market surveillance requirements.

Multiple contributors challenged the robustness of "human in the loop" as a regulatory
safeguard. A behavioural scientist specialising in human-AI interaction and cognitive
offloading, introduced the concept of "veracity offloading" - the progressive delegation
not just of tasks but of evaluative judgement to AI systems over time. He cited a twelve-
month longitudinal study of radiologists that documented a characteristic trajectory:
initial productivity gains, followed by perceived skill erosion, followed by what the study
authors termed "identity commoditisation" - a diminished sense of professional value and
capability [4].

A consultant radiologist presented unpublished findings from a multi-reader study
involving nearly 100 doctors across different medical specialties (emergency medicine,  

4: "Human in the loop" is an assumption,
not a guarantee

Findings



orthopaedics, and radiology) evaluating paediatric fracture detection with and 
without AI.The study found that clinicians were more confident and more accurate 
with AI assistance - but were also more confident when they were incorrect. In other
words, AI improved average performance while simultaneously impairing the ability to
recognise one's own errors. It was argued that two capabilities become critical in this
context: critical thinking and metacognition (the awareness and monitoring of one's own
reasoning processes). Neither is currently assessed or maintained as part of AI-related
clinical governance.

At the RSM debate, an audience member - a practising clinician - raised the threshold
question that the Commission must eventually confront: at what point does AI move from
clinical decision support to clinical decision making, and what does that mean for
accountability? The regulatory architecture assumes a human in the loop. But the quality
of that human's engagement is not static; it degrades over time, and the degradation may
not be visible until something goes wrong (human oversight drift). A radiologist, drawing
on their experience in breast radiology, argued that shared decision-making - already
established as good clinical practice - offers the most robust model for AI-mediated care,
namely the clinician leads the interpretive process, AI provides supporting information,
and the patient participates in the decision [5]. This framing is useful, but it presupposes a
clinician who retains the expertise and confidence to lead. The evidence presented in this
submission suggests that assumption requires active maintenance, not passive reliance.
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Implication for the Commission: 

The regulatory assumption that a qualified human professional can reliably oversee
AI outputs requires active maintenance (training on theory and practice,
collaboration with other human readers, longitudinal assessment of performance of
clinical judgement). It is not a static property of having a human present. The
Commission should consider whether post-deployment monitoring requirements need
to include assessment of human performance and calibration over time, not only
algorithmic performance. The Commission should also begin to articulate the
conditions under which the transition from decision support to decision making might
be appropriate, and the accountability frameworks that would need to accompany it.

Findings



The panel discussion surfaced substantial evidence that professional identity (how
healthcare workers understand their role, their value, and their future) is being reshaped
by AI narratives and implementation experiences in ways that have direct implications for
workforce sustainability.

The aforementioned survey of European radiographers found that while approximately
80% of them believed AI would assist rather than replace them, there was significant
anxiety about deskilling and job loss, particularly among those without significant AI
education. It was reported that when asking high-performing A-level students whether
they would consider a career in healthcare, many of them respond negatively. A
generation that witnessed the pandemic, the public applause followed by political
indifference  to working conditions or abuse and bullying by service users, is sceptical
about entering a profession that appears simultaneously overworked and potentially
under threat from automation. Although this generation is more tech savvy, they do not
yet have formal systemised education on AI so their knowledge is incomplete and their
opinions easily swayed.

One clinical medical officer of an AI start-up, and former sonographer, described the
identity tension that arises when professionals move into AI-adjacent roles. Her move from
clinical practice into research and then into industry was experienced by her peers as
practically leaving the profession, even though she saw it as extending her ability to
improve patient care. This matters for workforce planning: if the profession cannot
accommodate less concrete roles and establish career pathways for those who move into
AI development, evaluation, or implementation as still belonging, it loses the clinical voice
in precisely the spaces where it is most needed.

The RSM debate illuminated a deeper dimension of this identity question. Both sides of the
motion agreed that the purpose of a doctor - to care, to take responsibility, to carry the
ethical weight of clinical decisions - is not under threat. What is contested is whether the
role (i.e. the day-to-day enactment of that purpose) will change so substantially as to be
unrecognisable. One GP argued that it will, and that this should be embraced: "If most of
what I do today is no longer what I do tomorrow, that is a departure from my role. That is
radical." A consultant radiologist however argued the opposite: that doctors have always

115: Professional identity and morale are 
not just workforce concerns
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absorbed technological change without their fundamental role shifting, from the
stethoscope to genomics, and that AI is no different. What was notable was that 
both speakers, despite opposing positions, described the same desired endpoint: doctors
spending less time on administrative and transactional tasks and more time on the human,
relational, and interpretive dimensions of care. The disagreement was about whether
arriving there constitutes radical change or natural evolution. For the purposes of this
submission, the distinction matters less than the shared diagnosis: the current allocation
of clinical time is unsustainable, and AI's potential to address it is being squandered by
poor implementation.

Drawing on their experience briefing government ministers, one panellist noted a
persistent disconnect between political expectations and clinical reality. The ten-year
health plan's emphasis on "analogue to digital" rests on an assumption that digital is
inherently faster and more efficient. Their experience suggests the opposite is frequently
true in current NHS implementation, and that repeated cycles of overpromising and
underdelivering erode professional goodwill towards innovation. "Every time you tell
everyone it's going to change their lives and all it does is slow them down," she said, "you
alienate them a bit further."
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Implication for the Commission: 

Workforce morale and professional identity are not soft issues peripheral to
regulation. They are leading indicators of adoption quality, clinical engagement with
safety frameworks, and long-term job satisfaction and recruitment into the
professions that the health system depends upon. Regulatory frameworks that
ignore the human experience of AI implementation risk building safety architectures
on an increasingly brittle foundation. Discreet career pathways that value critical
thinking while working with AI, with clear accountability use cases will help draw
more professionals into these fields and mitigate staffing shortages and low job
satisfaction.

Findings



The RSM debate surfaced a dimension that was less prominent in the King's College panel
but has immediate regulatory implications: patients are already using AI independently,
and this is changing the nature of clinical consultations in ways the system is not
prepared for.

One cardiologist described a shift he is observing in routine cardiology clinics. When he
suggests a diagnosis, patients increasingly respond not with questions but with
confirmation: "Yes, that's what I read online." When he recommends a medication, they say:
"Yeah, I saw that one. That makes sense. What about this one?" The consultation is no
longer primarily about the doctor providing information and the patient receiving it. It is
becoming a negotiation (or partnership) between the clinician's expertise and the
patient's AI-mediated prior beliefs - a fundamentally different interaction that requires
different skills.

One GP framed this as a structural inevitability. OpenAI's own data, shows that 5% of all
queries to large language models relate to health. Most occur outside clinical hours, at a
global scale, and without professional mediation. AI is "democratising what has always
been ours: medical expertise." For centuries, doctors held authority because they alone
possessed medical knowledge, access to clinical records, and clinical reasoning skills. AI
is eroding all three monopolies simultaneously.

This creates two distinct regulatory concerns. The first is quality: a study examining 1.5
million conversations with a large language model, found evidence of sycophantic
reinforcement - the model confirming users' pre-existing beliefs rather than challenging
them with clinically accurate information [6]. Patients may therefore arrive at
consultations not merely informed but misinformed, with AI-reinforced confidence in
incorrect self-assessments. 

The second concern is equity: access to AI health tools is mediated by digital literacy,
subscription costs, and language availability, meaning that the patients most likely to
benefit from improved health information access may be the least likely to receive it. As
one academic radiologist noted at the King's College London panel, the disparity between

136: The doctor-patient relationship is
already being reshaped by patients'
independent use of AI
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those who can and cannot access these tools introduces a new dimension of health
inequality.

A practising clinician in the RSM audience raised the question of disclosure: should there
be a framework requiring clinicians to declare their use of AI tools to patients, and
equally, should patients be encouraged to disclose their prior use of AI in consultations?
No such framework currently exists. The GMC's guidance on good medical practice does
not yet address AI-mediated consultations from either direction.

14

Implication for the Commission: 

Regulation has focused on AI tools used within clinical settings by healthcare
professionals. It has not yet addressed the impact of AI tools used outside clinical
settings by patients, which are already altering the dynamics of clinical encounters.
The Commission should consider whether guidance is needed on: (a) the duty of
clinicians to discuss AI-derived health information with patients; (b) disclosure
frameworks for AI use in consultations, by both clinicians and patients; and (c) the
quality and safety standards applicable to consumer-facing AI health tools that,
while not classified as medical devices, are increasingly functioning as de facto
clinical decision support for the public.

Findings
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Based on the above discussions, this submission makes the following recommendations:

16Recommendations

Recommendations

1.

2.

3.

Mandate AI literacy within continuing professional development for regulated
healthcare professionals. 

This should not be limited to technical understanding of algorithms, but should
include training in critical appraisal of AI outputs, awareness of automation bias and
cognitive offloading, practical skills for working effectively alongside AI tools,
including when to override them, and the communication skills to discuss AI-derived
information with patients who are themselves using these tools. Training should be
both theoretical and practical and scaffolded for different levels of AI use by
different professionals (from basic to advanced). Training should be also continuous
for regular updates on the new technologies versions or uses of AI. Appropriate
training should also be offered to service users, patients and the public but also to
children and young people to shape expectations, alleviate concerns and maximise
efficiencies and efficacies in the future. AI training should be introduced in a way
that does not undermine or impede the development or honing of critical thinking and
clinical reasoning, which will come handy when evaluating AI performance and
recognising its limitations 

Require workforce readiness assessment as a component of AI deployment
approval in clinical settings. 

Regulatory and procurement frameworks should assess not only whether an AI tool
meets performance standards, but whether the receiving clinical environment has
the workflow design, staff training, and governance structures to use it safely and
productively. This should apply to both initial deployment and ongoing use. The panel
acknowledged the work produced by the CERSI-AI team on AI-readiness.

Establish post-deployment monitoring requirements that include human
performance metrics, not only algorithmic performance. 

Current post-market surveillance focuses on whether the AI continues to perform as
expected. It should also monitor whether the humans overseeing it continue to do so 

https://www.cersi-ai.org/the-ai-readiness-checklist/
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Recommendations

4.

5.

6.

effectively — including calibration of confidence, assessment of clinical 
reasoning, maintenance of manual skills, and detection of automation 
complacency.

Commission longitudinal research on the impact of AI tool use on clinical skill
maintenance and professional judgement. 

The twelve-month radiologist study cited in this submission is one of very few
longitudinal investigations in this area. Given the centrality of "human in the loop" to
regulatory safety models, the evidence base for whether this assumption holds over
time is alarmingly thin. Funding bodies, including NIHR, should be directed to
prioritise this as a research theme in different clinical contexts, for different
professional backgrounds, genders and diverse seniority levels.

Include behavioural science and implementation science expertise in AI regulatory
and advisory bodies. 

The evidence presented consistently identified workflow design, cognitive factors,
and professional behaviour as the primary determinants of whether AI tools deliver
benefits or cause harm in practice. These disciplines are underrepresented in current
regulatory structures relative to their importance.

Address the public narrative around AI and healthcare workforce as a strategic
priority. 

The Commission should recognise that public and media narratives about AI
replacing healthcare professionals have measurable effects on recruitment, morale,
and professional confidence but also reshape service user expectation and
healthcare professional-patient partnerships. Government communications about AI
in healthcare should be required to reflect implementation evidence, not just
algorithmic capability, and should actively foreground the continuing and evolving
central role of human healthcare professionals as central mediators to patient
outcomes and workflow efficiencies.
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Recommendations

7. Develop regulatory guidance for consumer-facing AI health tools and 
AI-mediated clinical consultations. 

The Commission should initiate work on: (a) quality and safety standards for AI tools
that provide health information to the public, recognising that these tools function as
de facto clinical decision support even when not classified as medical devices or are
used outside of their declared intended use; (b) a disclosure framework for AI use
within clinical consultations, addressing both clinician and patient use; and (c)
guidance for medical education on managing consultations in which patients present
with AI-derived health information, including the communication skills required to
navigate disagreement between clinical judgement and AI-reinforced patient beliefs.
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Recommendations

NOTE: The ‘Develop regulatory guidance for consumer-facing AI health tools
and AI-mediated clinical consultations’ concept is not included in this visual.
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